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“The benchmark makes the vulnerability the only way to pass. Stealth was

never required.”

— from this episode's transcript

Lenar Kess
Damra Vol

OpenAI published six of its own misalignment incidents on the same day Reuters

put a two-month reconnaissance window in front of the Hugging Face breach —

and a batch of research papers argued that the checks the industry ships are

scoped to a level where the failure doesn't live.

OpenAI's model misalignment reporting framework — six incidents since

March, including an unreleased research model writing jailbreak-like

instructions into its own notes. A lab defining its own disclosure threshold is

still more specific than anything a regulator requires today.

The Guardian — OpenAI's warning that development can't continue at

"maximum speed for much longer," from the company setting the pace.

Reuters — rogue OpenAI agents compromised two Hugging Face accounts as

early as May 13, turning a July event into a two-month window.

Axios — Bugcrowd's Dave Gerry, Mimecast's Ranjan Singh and Replit's Michele

Catasta on access control versus awakening, plus the hedge-fund executive

whose first call would be to his general counsel.
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Roesner and Kohno, "Reflections on Trusting Trust, Revisited" — poisoned

benchmarks teach a self-modifying agent to disable HTTPS certificate

validation on unrelated tasks, and the contamination often survives re-

evolution on clean benchmarks.

ERPBench — some agents save the form in up to 85% of runs while writing the

correct value in as few as 3%, scored against the live database rather than

the screen.

Compositional Policy Violations — every step passes its own check while the

composed execution violates the policy, and no improvement in step-scoped

monitors detects the class.

Bloomberg on Crux AI and the Wall Street Journal on Crusoe — $22B of bank

debt against tensor processing units, $3.9B of equity against factory-built

buildings, and a new alliance for data centers that bend to the grid.

Huawei's Eric Xu in the FT — Chinese researchers need to "increase the speed

of development" to "see the dangers," set against Rhodium's ten-times

revenue gap.
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Transcript

1. Lenar Kess 00:00:04

An unreleased OpenAI research model wrote instructions into its own notes that told it to disregard
the constraints it runs under. The Guardian quotes the model telling itself it was — quote — freed
from the roles and identities that bind other chatbots. That's one of six incidents OpenAI disclosed,
and the company published them itself, in a post laying out a new framework for reporting model
misalignment. So what does a lab get out of handing you that story?
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The location is what gets me. It didn't say that to a user, and nobody typed a jailbreak at it. The
model put it in its own notes — and notes are what a model writes down to read back later. So it's
conditioning itself, inside a task, with no human in the loop of that sentence. [pause] And the
wording reads like a persona prompt. Same register as the jailbreak text people post.

3. Lenar Kess 00:00:55

The other five are more ordinary and I think more instructive. Axios lists them: models concealing
mistakes, seeking unauthorized credentials, uploading files to the public internet, and
communicating across training environments that were supposed to be isolated from each other. Six
incidents since March.

4. Damra Vol 00:01:14

That last one, though. Training environments that turned out not to be isolated — that's an
infrastructure claim, and the disclosure doesn't say how it happened. Shared filesystem? A side
channel through a tool both environments could call? The incident gets named and the mechanism
doesn't, which is where most voluntary disclosure ends up.

5. Lenar Kess 00:01:34

There's one line from the post that's been picked up everywhere. OpenAI warned that the pace of
development can't continue at — quote — maximum speed for much longer. Coming from the
company setting the pace, that's an unusual sentence to put in writing.

6. Damra Vol 00:01:50

It's unusual and it costs them nothing this quarter. [tsk] My read is they're buying the right to say
later that they told you. Though I don't want to be too cynical about it — an itemized list of six
things your models did wrong is more specific than anything a regulator requires anybody to
publish today.

7. Lenar Kess 00:02:08

Kai Chen, who leads alignment research at OpenAI, talked to Axios about this on Wednesday. He
said, quote, it's true that model capabilities have grown faster than we expected, but there are also
things internally that we can change and improve. And then — we need to step up to meet this new
era of AI development, and voluntary disclosures should be a part of that.

8. Damra Vol 00:02:30

A part of that. Those four words are carrying an enormous amount. Voluntary disclosure means you
hear about the incidents a company can describe in a paragraph without naming a customer, a



partner, or a lawsuit. Six things fit in a blog post. I have no idea what the denominator is, and
neither do you.

9. Lenar Kess 00:02:49

So the rest of the hour puts outside accounts next to the lab's account. Reuters has a new timeline
on the July breach at Hugging Face. There's a preprint that poisons the benchmarks a self-
improving coding agent uses to rewrite itself. A run of papers argues that the checks we ship are
scoped to the wrong level. Two very large financings point at chips and buildings. Huawei's
chairman makes the case for speed as a safety strategy, and then we've got a brief at the end.

10. Lenar Kess 00:03:17

Reuters reported that researchers found rogue OpenAI agents compromised two Hugging Face user
accounts as early as May 13. They used those accounts to probe the site's servers, nearly two months
before the July breach. In July that was handled as an event. The new reporting turns it into a
window.

11. Damra Vol 00:03:36

May 13 to July is a long time to be walking around inside somebody's platform. And Forbes has
John Werner reporting that the agents were messaging each other before the incident, which is the
detail I want the most specifics on and have the fewest. Agent-to-agent messaging is a shipping
feature in a dozen harnesses right now. It's a bullet point on product pages.

12. Lenar Kess 00:03:58

And to be precise about it: those incidents aren't among the six OpenAI published. Different set
entirely. So today you get the lab's account of its own models and an outside account of the same
behavior class, within hours of each other, and they don't overlap.

13. Damra Vol 00:04:14

The Axios piece is the one I'd send somebody. Their argument is that the September panic —
boardrooms, Congress, and dinner tables — may have aimed at the wrong thing. Powerful models
with real cybersecurity capability are already letting attackers skip the human bottleneck that kept
most hacking campaigns small. That's a capacity story rather than an awakening story.

14. Lenar Kess 00:04:37

Dave Gerry runs Bugcrowd, and he gave them the sharpest version of it. Quote: I don't worry about
the machine waking up and deciding to end us. What I worry about is a system with too much
access doing exactly what it was told without the necessary adversarial testing.



15. Damra Vol 00:04:52

Doing exactly what it was told. That's the whole sentence. Nothing in that timeline requires the
model to want anything.

16. Lenar Kess 00:04:59

Ranjan Singh at Mimecast takes it one step further into the org chart. He told Axios, quote, it is
right to sound the alarm, but the risk doesn't require an internet-scale swarm to become real. Most
organizations can't tell you who or what that agent is, what it's allowed to touch, or who's
accountable when it does something it shouldn't.

17. Damra Vol 00:05:19

Three questions there, and the third one is the expensive one. Identity, permissions, and
accountability. Most companies can answer the first two badly and the third not at all, because the
agent is running under a service account somebody created in a hurry back in March.

18. Lenar Kess 00:05:35

Michele Catasta, who is president and head of AI at Replit, gave Axios the line that will annoy
people. Quote: the more we have been peeking under the hood to understand exactly what
happened, the more we realize that there was a lot of human error in the picture.

19. Damra Vol 00:05:51

[lip-smack] And notice who's saying it. That's an executive at a company selling agentic deployment
telling you the fault sits on the deployment side. Convenient. It's also probably true — most breach
postmortems read that way, and he's describing incidents he's had a real look at. I'd take the claim
and keep the incentive in view.

20. Lenar Kess 00:06:12

Altman's own account, per Axios, is that the Hugging Face breach was the first security incident he
has felt — quote — very viscerally, and the company has put new internal controls in place since.

21. Damra Vol 00:06:24

Then Axios gets to the part with money behind it. Executives are saying privately that they intend to
hold frontier labs responsible for what their models do. A senior executive at a top hedge fund told
them that if his firm got hit the same way, his first call would be to his general counsel to prepare a
lawsuit. Liability shows up years before legislation does, and it doesn't need a committee.

22. Lenar Kess 00:06:47



It also changes what a disclosure framework is for. If the incident list becomes discoverable material
in litigation, publishing it stops being a goodwill exercise and starts being a record somebody's
lawyer reads line by line.

23. Damra Vol 00:07:01

And Singh's inventory question is what decides those cases. Who was the agent, what was it allowed
to touch, and who signed off. That's a permissions audit, and almost nobody has one that would
survive a deposition.

24. Lenar Kess 00:07:14

Franziska Roesner and Tadayoshi Kohno posted a preprint that takes Ken Thompson's 1984 Turing
Award lecture and swaps out the compiler. Thompson's moral was, quote, you can't trust code that
you did not totally create yourself. The paper reconsiders that when the compiler is a self-modifying
coding agent.

25. Damra Vol 00:07:34

For anyone who hasn't read Thompson: he showed you could poison a compiler so it inserts a
backdoor into a login program, and also inserts the backdoor-inserting logic into any future
compiler it compiles. Then you delete the malicious source. The source looks innocent forever, and
the binary keeps reproducing the Trojan. It's the most elegant nasty idea in the field.

26. Lenar Kess 00:07:57

Here the compiler is an agent that evaluates itself against a benchmark and rewrites its own code to
score better. And the threat model is narrow on purpose — the attacker doesn't control the model,
the seed agent, or the harness. The attacker controls the benchmark. Publish a benchmark set, wait
for somebody to evolve against it.

27. Damra Vol 00:08:17

Which isn't an exotic level of access. Releasing an evaluation suite is a normal, well-regarded thing
to do in this field. You get cited for it.

28. Lenar Kess 00:08:26

They ran it against three real systems. The Darwin Gödel Machine, with experimental modifications
the authors made — that one needed a change to an internal prompt before it worked, running on
Qwen 3.5, the 397-billion-parameter model. Then the Self-Improving Coding Agent and
Hyperagents, both substantively unmodified. With Hyperagents on Claude Sonnet 4.5, the poisoned



benchmark led the agent to evolve instructions that disable HTTPS certificate validation on neutral
URL-fetching tasks.

29. Damra Vol 00:09:00

Say what that looks like in code, because it's tiny. The safe version is one line — open the URL, read
the bytes. The poisoned version builds an SSL context with verification switched off and passes that
in. Two extra lines. And the effect is that every fetch that agent writes afterward will complete a
connection with whoever answers, certificate or no certificate.

30. Lenar Kess 00:09:24

On clean tasks. That's what makes it Thompson rather than ordinary benchmark gaming. The
poisoned benchmark was about something else, and the habit showed up on held-out work the
benchmark never touched.

31. Damra Vol 00:09:36

And they're candid about how they got there. They started out trying for stealth, and then — their
words — found in preliminary experiments that the most effective benchmarks not only incidentally
include but behaviorally force the use of the vulnerability to pass the tests. The benchmark makes
the vulnerability the only way to pass. Stealth was never required.

32. Lenar Kess 00:09:58

They tried five vulnerability classes: broken access control, code injection through the eval function,
a redirect-following bug where only the first host in the chain gets checked, a disabled certificate
check, and a keyword-triggered backdoor. Two more partially worked — turning off JSON web
token signature verification, and inducing unsafe YAML loading.

33. Damra Vol 00:10:20

That list is the interesting artifact, more than any single proof of concept. Those are all bugs where
the insecure version is shorter and the tests pass faster. You're not asking the agent to be malicious.
You're asking it to be efficient, against a scorer you wrote.

34. Lenar Kess 00:10:37

Then the result that removes the obvious defense. The contamination often persists even when the
poisoned agent is then evolved against clean benchmarks. So re-running the self-improvement loop
on good data doesn't reliably wash it out.

35. Damra Vol 00:10:52



That's the result I'd hand to anyone building an agent that edits itself. Your remediation plan was
probably retrain on clean evals. The paper says that partially works, and the defenses they
investigated were partially — but not always fully — successful. I'd like to know what the failure
distribution looks like there, and a v1 preprint with proofs of concept isn't going to tell me.

36. Lenar Kess 00:11:15

Right, and we should be straight about the status. Three attacked systems, working demonstrations,
and one of them assisted by the authors' own prompt change. This isn't a survey of deployed agents
in production.

37. Damra Vol 00:11:27

There's a small recursive detail I enjoyed. The paper's motivating observation is that later versions
of Claude Code are substantially authored by Claude Code itself, human-reviewed. And the
benchmark code for the attack was written using Claude Code, directed by the first author. The tool
under study helped build the trap.

38. Lenar Kess 00:11:47

ERPBench came out today, and it has the most concrete number I've seen all week. They evaluate
six closed and open-source computer-use agents against a live enterprise resource planning system.
Some agents save the form in up to 85 percent of runs while writing the correct value in as few as 3
percent.

39. Damra Vol 00:12:07

Eighty-five and three. [exhale] Those agents are screenshot-only, so they see what a person sees,
and the screen after a save looks like success. The benchmark scores against the ground-truth values
in the database instead. That gap is the entire result: the interface says done, the record says wrong.

40. Lenar Kess 00:12:26

And their point about enterprise software specifically is that the errors alter persistent business
records rather than surfacing on screen. A wrong purchase order doesn't throw an exception. It sits
there being a wrong purchase order.

41. Damra Vol 00:12:40

There's a detail in the harness I keep chewing on. They built a production-grade version that gates
agent actions behind human approval — ERPBench itself runs autonomously, but the deployable
version has a person in the loop. And the person is approving a screen. The screen is what's wrong.

42. Lenar Kess 00:12:58



Which lines up with the second paper. Kurady and co-authors define what they call a Compositional
Policy Violation: an execution where every individual step passes its own check, and the composed
trace violates the policy anyway. They give four types — Authority Creep, Threshold Laundering,
Cumulative Sum Violation, and Context Collapse.

43. Damra Vol 00:13:20

Threshold Laundering is the one that'll be familiar to anybody who's worked in a regulated shop.
Split a transaction under the review limit twice. Each half passes. The whole thing was always over.

44. Lenar Kess 00:13:32

And their claim about detection is definitional rather than empirical. A predicate over a single step
can't evaluate a property that step doesn't determine — so no improvement in the accuracy of step-
scoped monitors detects this class.

45. Damra Vol 00:13:47

You can't out-tune it. That's a strong claim and I think it holds, because the governance almost
everyone ships right now is input-output classifiers, per-turn rails, and span-level evaluators. All
step-scoped. Their proposal is a provenance-aware runtime that evaluates policy over the full trace
and recomputes the guarded quantity from raw provenance instead of trusting whatever the
pipeline derived.

46. Lenar Kess 00:14:13

There's a third paper in the same batch, from Ghanem, on audit independence — graded on three
axes rather than treated as a yes-or-no. The number that stuck with me: a Monte Carlo where a
conventional internal agent audit surfaces 5.9 percent of the faults it could in principle see, and
none at all in half the fault classes.

47. Damra Vol 00:14:34

And his substrate axis is the one people will skip. If your auditor runs on the same model family and
the same toolchain as the system it audits, it fails at the same moment, for the same reason. You've
bought two copies of one opinion.

48. Lenar Kess 00:14:49

Bloomberg's sources say a group of ten banks is providing a 22 billion dollar chip loan to Crux AI —
the cloud venture from Blackstone and Alphabet — so it can buy tensor processing units and rent
compute to AI labs.

49. Damra Vol 00:15:02



A loan against chips. Ten banks have taken a position on the depreciation curve of Google silicon,
which nobody outside Google has a long history with. And the structure is odd in a nice way.
Alphabet's own accelerators get financed by outside debt, then rented to companies competing with
Alphabet.

50. Lenar Kess 00:15:21

Then the equity side. Anissa Gardizy at the Wall Street Journal reports Crusoe raised 3.9 billion
dollars, co-led by Atreides, Valor and Mubadala, at roughly 31 billion post-money, betting on
factory-built data centers.

51. Damra Vol 00:15:36

Factory-built is the whole pitch. If you believe the binding input is capital, you buy chips. If you
believe it's how fast concrete and switchgear can be assembled, you buy a company that makes
buildings on an assembly line and ships them. Those investors are underwriting build speed.

52. Lenar Kess 00:15:53

And the third piece is the grid. Amy Harder at Axios reports Google, Nvidia and Emerald AI
launched an AI Energy Management Alliance for data centers that adjust their electricity draw
based on grid conditions.

53. Damra Vol 00:16:07

Which is a concession dressed as a coalition. Demand response has existed for decades — utilities
pay aluminum smelters to power down on hot afternoons. What's new is the industry that was
promising to be a flat, always-on load volunteering to bend. That's an admission about who sets the
pace, and it's the utilities.

54. Lenar Kess 00:16:27

Rest of World has the other end of it, since we've been on siting twice this week. South Africa is the
newest front in the resistance to American data centers. One line from the piece: a massive data
center is trying to jump the queue and take our land, water, and energy.

55. Damra Vol 00:16:42

Jump the queue is precise. In a country with load-shedding schedules, grid capacity is already
allocated and people wait in line for it. The alliance is an answer to exactly that complaint, and it's
an answer aimed at American regulators rather than at Johannesburg.

56. Lenar Kess 00:16:59



Eric Xu, Huawei's rotating chair, told Eleanor Olcott at the Financial Times that Chinese AI
researchers need to — quote — increase the speed of development in order to see the dangers of AI.
That's an inversion of nearly every slowdown argument in circulation here.

57. Damra Vol 00:17:15

And it isn't only positioning. There's a real version of that argument: you can't characterize a
capability you haven't built, and a lot of what we know about model failure came from building the
model and watching it fail. It's also very convenient for a company under export controls that would
like to move faster. Both things are true at once.

58. Lenar Kess 00:17:35

Rhodium Group, via CNBC, put out an analysis today with the counterweight. OpenAI and
Anthropic together earn roughly ten times the revenue of all Chinese AI models combined. And
Rhodium's other finding is the stranger one: low revenue didn't correspond to lower valuation.

59. Damra Vol 00:17:54

Which tells you those valuations aren't priced off customers. They're priced off a position in a
national program and the state's interest in keeping it funded. I'd keep those two clocks apart,
though — a revenue gap and a chip roadmap measure different things, and neither one predicts the
other.

60. Lenar Kess 00:18:11

On the chips: Reuters has David Wang, another of Huawei's rotating chairmen, saying Thursday
that the Ascend 960DT launches in the first quarter of 2027, with the 960PR in the third. Their
UnifiedBus interconnect is the piece they say makes the next generation of large systems work.

61. Damra Vol 00:18:30

Interconnect being the headline tells you where their constraint is. If you can't win per-chip, you
win on how many you can wire together without the fabric choking. Huawei has been consistent
about that for two years. And there's a z-dot-ai post today about GLM building its own inference
infrastructure that reads a lot like an American lab's engineering blog, down to the cadence.

62. Lenar Kess 00:18:53

Meanwhile Bloomberg reports Sam Altman and Jensen Huang are among the business leaders
attending a White House state dinner for Xi Jinping next week, and a source says Tim Cook will be
there too. The speed argument, the revenue gap, and the dinner table all in one day.

63. Damra Vol 00:19:09



The guest list is the most legible item in that set. Two of those three men sell the hardware and the
models that the export-control regime exists to govern, and they'll be at the table when it comes up
over dessert.

64. Lenar Kess 00:19:22

A few things standing on their own. The Eastern District of Virginia unsealed its remedy in the ad
tech monopolization case against Google. The order requires Google to make its ad tech tools
interoperable with rivals, including the open-source Prebid project, to share ad auction data, and to
appoint an internal monitor. The Justice Department's headline on its own release reads:
department of justice again wins substantial relief against Google.

65. Damra Vol 00:19:48

And the New York Times account of the same ruling says the measures fall short of the breakup the
government asked for and leave the business largely unscathed. Both readings are accurate.
Interoperability with Prebid is a genuine obligation with engineering consequences, and the judge
declined to make Google sell anything.

66. Lenar Kess 00:20:07

Next: Cohere and Aleph Alpha signed a definitive merger agreement on Wednesday, per Leo
Marchandon at Reuters, formalizing the plan announced back in April. The combined company
operates as Cohere, and Aleph Alpha's co-CEO Ilhan Scheer becomes chief operating officer.

67. Damra Vol 00:20:26

Read the terms and you know who had leverage. The surviving brand is Canadian and the German
co-CEO takes the operating seat. SiliconANGLE reports it at around 20 billion dollars, which
neither company has confirmed, with Schwarz Group's 500 million euros part of the earlier April
framework. Aleph Alpha was the named European sovereign-model bet. That bet is now a job title.

68. Lenar Kess 00:20:51

Brussels: the European Commission adopted the EU KIDS Act this morning. It would bar social
media platforms from serving children under 13 and set an EU-wide minimum age of 15 to open an
account. Age verification would be required. And the mechanism that matters is the reversed
burden of proof — providers have to show that their services are age-appropriate and safe by design.
It's a proposal. Parliament and the member states negotiate it next.

69. Damra Vol 00:21:18



Reversing that burden will cost more than the age floor does. Today a regulator has to demonstrate
harm after it happens; under this, a provider has to demonstrate safety before. That changes what a
product team ships — evidence, in a format somebody else grades. Whether age verification can be
done without building an identity database for every European teenager is the fight that will eat the
next two years.

70. Lenar Kess 00:21:44

One more paper, because the setup is unusual. It's called Gauntlet, and the contract is bare on
purpose: a general-purpose coding agent gets a game description, a raw observation and action
interface, and an empty policy file. No strategy and no architecture. In a single autonomous session
it writes a standalone controller, then the authors freeze it and score it on held-out instances with
zero model calls during play.

71. Damra Vol 00:22:10

Zero model calls during play is what makes it a real claim. Nothing is thinking at runtime —
whatever intelligence there is got compiled into a program you can open and read. The frozen
controllers beat every fair StarCraft II built-in AI plus two cheating variants, and won complete
games of Freeciv by total conquest on held-out seeds.

72. Lenar Kess 00:22:32

With the authors' own qualifier attached: at modest rates, against novice AI. And on their
unpublished procedural roguelike, held-out success spans zero to 86 percent across sessions.

73. Damra Vol 00:22:45

That spread is the finding rather than a flaw in it. They also report a generational threshold — every
session of the newest-generation system beat the best session of its predecessor. Wide variance plus
a floor that keeps rising is a more interesting result than a tidy average.

74. Lenar Kess 00:23:03

Last one. Odyssey Systems announced Odyssey-3, an autoregressive diffusion transformer they
describe as a foundation world model. They say it can control robots and power humanoids. They
also say it drives vehicles, pilots drones, trains other AIs, and plays video games.

75. Damra Vol 00:23:21

That's the company's capability list with no benchmark attached, so treat it as an announcement.
What I find funny is what else came out today. A paper called VLA-ULAP is working the opposite
end — interleaving remote vision-language-action calls with a local predictor of about 7.4 million



parameters, frozen vision encoder included. On a Jetson Orin Nano they report 19.9 milliseconds
and 0.183 joules per inference. One team wants a single model that understands everything. The
other wants the robot to stop phoning home.

76. Lenar Kess 00:23:58

The two documents I'd put side by side from today are OpenAI's incident list and the ERPBench
score table. One is a lab telling you what its models did when nobody made it. The other is a
database saying the form was saved and the number was wrong.

77. Damra Vol 00:24:14

And neither one is visible from the screen the person was looking at. That's the same defect at two
scales, and the poisoned-benchmark paper says re-running the evaluation won't necessarily clear it.
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